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ABSTRACT
In this paper, fractional stochastic gradient descent

(FOSGD) leverages the concept of fractional calculus to in-
corporate historical gradient information, potentially enhancing
convergence stability and improving overall optimization per-
formance. Determining the optimal fractional order is difficult
because it heavily depends on the specific problem structure,
data distribution, and can vary across different training settings.
Additionally, tuning the fractional order introduces extra hyper-
parameters and computational overhead, making it more com-
plex to implement and refine than standard SGD. In this work,
we focus on identifying the optimal fractional order for FOSGD
when dealing with artificially long-tailed data. Specifically, we
first transform the MNIST dataset into a long-tailed version, then
partition it into distinct tail “indexes,” each representing a sepa-
rate training scenario. For each tail index, we run FOSGD over
a spectrum of candidate fractional orders, recording the corre-
sponding test accuracies. The fractional order that achieves the
highest accuracy on a given tail index is deemed optimal for that
scenario; repeating this process across all tail indexes provides a
comprehensive view of which fractional order consistently yields
superior performance. Through this systematic approach, we
demonstrate how FOSGD can be effectively tuned for skewed
data distributions, offering a robust strategy to handle real-world
imbalance challenges.
Keywords: Fractional Calculus, Stochastic Gradient
Descent, Long-tailed datasets.

1. INTRODUCTION
Fractional calculus extends the traditional notions of differ-

entiation and integration to non-integer orders, providing a robust
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framework for analyzing systems with memory and nonlocal be-
havior [1]. This generalization, rooted in the pioneering work of
mathematicians like Liouville and Riemann, introduces operators
such as the Grünwald-Letnikov and Caputo derivatives, which are
particularly adept at modeling phenomena with long-term depen-
dencies [2, 3]. These operators differ from integer-order calculus
by incorporating historical data into their formulations, making
them ideal for applications in viscoelasticity and anomalous dif-
fusion, as explored extensively in physical sciences [4]. The
flexibility of fractional calculus has thus broadened its appeal
across disciplines, offering new insights into complex dynamic
systems.

In the realm of machine learning, fractional calculus has
emerged as a powerful tool for enhancing optimization algo-
rithms, particularly in deep neural networks [5]. By leveraging
fractional-order derivatives, methods like Fractional Stochastic
Gradient Descent (FOSGD) can capture a richer history of gra-
dient updates, improving convergence [6]. This memory effect
can mitigate issues such as overfitting to dominant classes in im-
balanced datasets, a common problem in real-world applications.
As a result, fractional calculus bridges theoretical mathematics
and practical computation, paving the way for more adaptive and
resilient learning algorithms.

Long-tailed datasets are prevalent in many real-world appli-
cations, where a few classes dominate the data distribution while
others are underrepresented. This imbalance poses significant
challenges for machine learning models, which often assume a
uniform distribution of classes during training. As a result, mod-
els trained on long-tailed data tend to exhibit biased performance,
favoring the majority classes and neglecting the minority ones
[7–9]. Recent studies have highlighted the need for specialized
techniques to address these challenges, such as self-supervised
learning approaches that can effectively cope with class imbal-
ance and noisy labels [8, 10]. These methods aim to enhance
the model’s ability to learn from limited examples of minority
classes, thereby improving overall classification performance.



To mitigate the issues associated with long-tailed distri-
butions, various strategies have been proposed, including data
re-balancing, adaptive loss functions, and advanced training
paradigms like federated learning [11–13]. These approaches fo-
cus on re-weighting the loss contributions from different classes
or employing techniques that enhance the representation of tail
classes during training. For instance, the introduction of adaptive
logit adjustment and feature optimization has shown promise in
improving model robustness against class imbalance in federated
settings [13]. As research continues to evolve, it is crucial to
develop comprehensive frameworks that can simultaneously ad-
dress the challenges posed by long-tailed data and ensure effective
learning across diverse applications [14, 15].
The fractional order gradient descent method has emerged as a
significant advancement in optimization techniques, particularly
in machine learning and neural network training. By incorporat-
ing fractional derivatives, this method extends traditional gradient
descent approaches, allowing for enhanced flexibility in navigat-
ing complex optimization landscapes [16–18]. The fractional
order provides additional degrees of freedom, which can improve
convergence rates and robustness against local minima, espe-
cially in non-linear and chaotic systems [19–21]. Recent studies
have demonstrated that fractional order methods can outperform
standard gradient descent techniques, achieving better accuracy
and faster convergence in various applications, including system
identification and state estimation [17, 18, 22].

Moreover, the application of fractional order gradient descent
has shown promising results in specific domains, such as spik-
ing neural networks and support vector machines. For instance,
the fractional gradient descent method has been successfully ap-
plied to optimize the training of spiking neural networks, signif-
icantly reducing training time without compromising accuracy
[18, 20]. Additionally, the integration of fractional calculus into
the backpropagation process of neural networks has led to im-
proved performance in tasks like COVID-19 diagnosis, showcas-
ing the method’s potential in real-world applications. As research
continues to explore the benefits of fractional order methods, it
is clear that they offer a powerful alternative to conventional
optimization techniques, particularly in handling complex and
high-dimensional data [23].

Although fractional calculus provides an intriguing frame-
work to refine gradient-based learning, its application in imbal-
anced settings remains underexplored. One notable limitation
lies in the selection of the fractional order: it adds another layer
of complexity to an already sizable hyperparameter space. Grid-
search or advanced tuning strategies can quickly escalate com-
putational costs, especially in large-scale scenarios. Moreover,
the interplay between long-tailed data distributions and fractional
operators is not yet comprehensively understood; while prelimi-
nary results suggest that leveraging memory effects can mitigate
class imbalance, there is a lack of systematic guidelines to ensure
consistent performance improvements. These uncertainties of-
ten deter practitioners—especially those in industrial and critical
domains—from adopting fractional methods over more conven-
tional approaches.

The overarching motivation for this study stems from the
need to develop robust learning algorithms that can handle imbal-

anced data more effectively. Traditional heuristics, such as over-
sampling minority classes or adjusting loss weights, sometimes
fall short when class disparity is extreme or continuously shift-
ing (as in streaming scenarios). FOSGD emerges as a promising
solution: by applying fractional operators, it adaptively captures
the dynamical history of the optimization trajectory, which can
help counteract the skew in gradient updates arising from under-
represented classes.

In this work, we delve into long-tailed MNIST as a con-
trolled, reproducible benchmark to illuminate the capabilities of
FOSGD. Specifically, we artificially transform the MNIST dataset
into a long-tailed version and partition it into multiple indexes,
each representing a distinct training pipeline. The key insight is
that a single global fractional order may not be universally op-
timal across all imbalanced scenarios; hence, we systematically
evaluate a broad range of candidate fractional orders within each
index. By tracking the performance, especially the test accuracy,
we identify which fractional orders prove most effective in main-
taining both fast convergence and high generalization quality.
This targeted approach not only yields a deeper theoretical under-
standing of how fractional calculus interacts with data imbalance,
but also provides a practical tuning strategy for real-world tasks.

2. FRACTIONAL CALCULUS
Fractional calculus broadens the scope of classical calcu-

lus by introducing integration and differentiation to non-integer
(fractional) orders. This generalization is particularly useful for
capturing memory effects, long-range correlations, and other
complex dynamics beyond the reach of standard integer-order
calculus [24, 25]. To apply fractional derivatives in practice, we
assume that 𝑓 (𝑡) is sufficiently well-behaved (e.g., continuous,
piecewise continuous, or integrable) on the interval of interest so
that the fractional derivative exists. Two common definitions are
the Riemann–Liouville and Caputo fractional derivatives, which
differ mainly in how the order of differentiation is handled inside
their respective integrals:

Definition 1 (Riemann–Liouville Derivative) For the function
𝑓 (𝑡) and the fractional order 𝛼 such that 𝑛 − 1 < 𝛼 ≤ 𝑛 (where
𝑛 = ⌈𝛼⌉ is an integer), the Riemann–Liouville derivative is given
by [25]

RL𝐷𝛼
𝑡 𝑓 (𝑡) = 1

Γ
(︁
𝑛 − 𝛼

)︁ 𝑑𝑛

𝑑𝑡𝑛

∫ 𝑡

0
(𝑡 − 𝜏) 𝑛−𝛼−1 𝑓 (𝜏) 𝑑𝜏, (1)

where Γ(·) denotes the Gamma function.

Definition 2 (Caputo Derivative) The Caputo derivative modi-
fies the position of the differentiation operator within the integral,
often simplifying initial value problems in differential equations.
It is defined by

C𝐷𝛼
𝑡 𝑓 (𝑡) = 1

Γ
(︁
𝑛 − 𝛼

)︁ ∫ 𝑡

0
(𝑡 − 𝜏) 𝑛−𝛼−1 𝑑

𝑛 𝑓 (𝜏)
𝑑𝜏𝑛

𝑑𝜏, (2)

assuming 𝑛 − 1 < 𝛼 ≤ 𝑛 and 𝑛 = ⌈𝛼⌉.

Both the Riemann–Liouville and Caputo formulations introduce
fractional orders of differentiation, enabling the modeling of non-
local and history-dependent phenomena. Consequently, these



definitions have found widespread application in engineering,
physics, biology, and other domains where capturing long-term
effects is crucial. We derive the Fractional Order Stochastic Gra-
dient Descent (FOSGD) algorithm, starting from the conventional
gradient descent and extending it to incorporate fractional calcu-
lus. We provide a detailed, step-by-step explanation of each equa-
tion, including the Taylor expansion of the fractional derivative
and the introduction of a stabilizing parameter. All calculations
are explicitly shown to ensure completeness.

2.1. Standard Gradient Descent
The standard gradient descent update for minimizing an ob-

jective function 𝑓 (Ξ) is given by:

Ξ𝑡+1 = Ξ𝑡 − 𝜂∇ 𝑓 (Ξ𝑡 ), (3)

where Ξ𝑡 ∈ R𝑛 is the parameter vector at iteration 𝑡, 𝜂 > 0 is
the learning rate, and ∇ 𝑓 (Ξ𝑡 ) =

(︂
𝜕 𝑓

𝜕Ξ1
, . . . ,

𝜕 𝑓

𝜕Ξ𝑛

)︂
is the gradient

of 𝑓 at Ξ𝑡 . This update moves Ξ𝑡 in the direction opposite to the
gradient to reduce 𝑓 (Ξ), assuming 𝜂 is sufficiently small.

2.2. Fractional-Order Gradient Descent (FOSGD)
FOSGD modifies this by replacing the standard gradient with

a fractional-order gradient, yielding:

Ξ𝑡+1 = Ξ𝑡 − 𝜇𝑡
C𝐷𝛼

𝑡 𝑓 (Ξ𝑡 ), (4)

where 𝜇𝑡 > 0 is a time-dependent learning rate, and C𝐷𝛼
𝑡 𝑓 (Ξ𝑡 )

is the Caputo fractional derivative of order 𝛼, with 0 < 𝛼 ≤ 1.
The Caputo fractional derivative of a function 𝑓 (𝑡) is defined as
[6]:

C𝐷𝛼
𝑡 𝑓 (𝑡) = 1

Γ(1 − 𝛼)

∫ 𝑡

𝑡0

(𝑡 − 𝜏)−𝛼 𝑓 (1) (𝜏) 𝑑𝜏, 0 < 𝛼 < 1,

(5)
where Γ(𝑧) =

∫∞
0 𝑒−𝑢𝑢𝑧−1 𝑑𝑢 is the Gamma function, and

𝑓 (1) (𝜏) = 𝑑 𝑓

𝑑𝜏
. For 𝛼 = 1:

C𝐷1
𝑡 𝑓 (𝑡) = 𝑓 (1) (𝑡) = ∇ 𝑓 (𝑡), (6)

the integral reduces to 𝑓 (𝑡) − 𝑓 (𝑡0), whose derivative is 𝑓 (1) (𝑡).
Thus, when 𝛼 = 1, Equation (4) reverts to Equation (3). In
optimization, Ξ𝑡 is a vector, and 𝑡 indexes iterations. We interpret
C𝐷𝛼

𝑡 𝑓 (Ξ𝑡 ) as a fractional gradient, introducing memory effects
over iterations. To compute the fractional derivative, we use its
Taylor series expansion around 𝑡0:

C𝐷𝛼
𝑡 𝑓 (𝑡) =

∞∑︂
𝑖=1

𝑓 (𝑖) (𝑡0)
Γ(𝑖 + 1 − 𝛼) (𝑡 − 𝑡0)𝑖−𝛼, 0 < 𝛼 ≤ 1, (7)

where 𝑓 (𝑖) (𝑡0) = 𝑑𝑖 𝑓

𝑑𝑡𝑖

|︁|︁
𝑡=𝑡0

. Consider 𝑓 (𝑡) = (𝑡 − 𝑡0)𝑛. Compute:

C𝐷𝛼
𝑡 (𝑡 − 𝑡0)𝑛 =

1
Γ(1 − 𝛼)

∫ 𝑡

𝑡0

(𝑡 − 𝜏)−𝛼 𝑑

𝑑𝜏
(𝜏 − 𝑡0)𝑛 𝑑𝜏. (8)

First derivative:

𝑑

𝑑𝜏
(𝜏 − 𝑡0)𝑛 = 𝑛(𝜏 − 𝑡0)𝑛−1, (9)

so:

C𝐷𝛼
𝑡 (𝑡 − 𝑡0)𝑛 =

𝑛

Γ(1 − 𝛼)

∫ 𝑡

𝑡0

(𝑡 − 𝜏)−𝛼 (𝜏 − 𝑡0)𝑛−1 𝑑𝜏. (10)

Substitute 𝑢 =
𝜏−𝑡0
𝑡−𝑡0 , 𝑑𝜏 = (𝑡 − 𝑡0) 𝑑𝑢, 𝜏 = 𝑡0 + 𝑢(𝑡 − 𝑡0), limits

𝑢 = 0 to 1:

𝑡 − 𝜏 = 𝑡 − (𝑡0 + 𝑢(𝑡 − 𝑡0)) = (𝑡 − 𝑡0) (1 − 𝑢),
𝜏 − 𝑡0 = 𝑢(𝑡 − 𝑡0).

The integral becomes:∫ 𝑡

𝑡0

(𝑡 − 𝜏)−𝛼 (𝜏 − 𝑡0)𝑛−1 𝑑𝜏 =

∫ 1

0
[(𝑡 − 𝑡0) (1 − 𝑢)]−𝛼 [𝑢(𝑡 − 𝑡0)]𝑛−1

(𝑡 − 𝑡0) 𝑑𝑢
= (𝑡 − 𝑡0)−𝛼 (𝑡 − 𝑡0)𝑛−1 (𝑡 − 𝑡0)

×
∫ 1

0
(1 − 𝑢)−𝛼𝑢𝑛−1 𝑑𝑢

= (𝑡 − 𝑡0)𝑛−𝛼

∫ 1

0
(1 − 𝑢)−𝛼𝑢𝑛−1 𝑑𝑢.

(11)

This is the Beta function:

𝐵(𝑎, 𝑏) =
∫ 1

0
(1−𝑢)𝑎−1𝑢𝑏−1 𝑑𝑢, 𝐵(1−𝛼, 𝑛) = Γ(1 − 𝛼)Γ(𝑛)

Γ(1 − 𝛼 + 𝑛) ,
(12)

so:

C𝐷𝛼
𝑡 (𝑡 − 𝑡0)𝑛 =

𝑛

Γ(1 − 𝛼) (𝑡 − 𝑡0)𝑛−𝛼 Γ(1 − 𝛼)Γ(𝑛)
Γ(1 − 𝛼 + 𝑛)

=
𝑛Γ(𝑛)

Γ(𝑛 + 1 − 𝛼) (𝑡 − 𝑡0)𝑛−𝛼 .

(13)

For 𝑓 (𝑡) =
∑︁∞

𝑛=0
𝑓 (𝑛) (𝑡0 )

𝑛! (𝑡 − 𝑡0)𝑛, apply term-by-term, noting
the 𝑛 = 0 term vanishes ( 𝑓 (1) = 0), matching Equation (7).
Substituting Equation (7) into Equation (4) is complex due to the
infinite sum. The provided scheme is:

Ξ𝑡+2 = Ξ𝑡+1 − 𝜇𝑡
∇ 𝑓 (Ξ𝑡+1)
Γ(2 − 𝛼) |Ξ𝑡+1 − Ξ𝑡 |1−𝛼, 0 < 𝛼 ≤ 1. (14)

Approximate the fractional derivative with the first term (𝑖 = 1):

C𝐷𝛼
𝑡 𝑓 (Ξ𝑡 ) ≈

𝑓 (1) (Ξ𝑡 )
Γ(2 − 𝛼) (Ξ𝑡 − Ξ𝑡−1)1−𝛼, (15)

where 𝑓 (1) (Ξ𝑡 ) = ∇ 𝑓 (Ξ𝑡 ), and interpret Ξ𝑡 −Ξ𝑡−1 as |Ξ𝑡 −Ξ𝑡−1 |
(magnitude). Consider:

Ξ𝑡+1 = Ξ𝑡 − 𝜇𝑡
∇ 𝑓 (Ξ𝑡 )
Γ(2 − 𝛼) |Ξ𝑡 − Ξ𝑡−1 |1−𝛼, (16)

with step:

ΔΞ𝑡 = Ξ𝑡+1 − Ξ𝑡 = −𝜇𝑡
∇ 𝑓 (Ξ𝑡 )
Γ(2 − 𝛼) |Ξ𝑡 − Ξ𝑡−1 |1−𝛼 . (17)



The next step uses ∇ 𝑓 (Ξ𝑡+1):

Ξ𝑡+2 = Ξ𝑡+1 − 𝜇𝑡
∇ 𝑓 (Ξ𝑡+1)
Γ(2 − 𝛼) |Ξ𝑡+1 − Ξ𝑡 |1−𝛼, (18)

consistent with Equation (14). This two-step form approximates
the fractional memory effect. Now, if Ξ𝑡+1 = Ξ𝑡 , the term be-
comes 𝛿1−𝛼 > 0, ensuring movement unless ∇ 𝑓 (Ξ𝑡+1) = 0.
Introduce 𝛿 > 0:

Ξ𝑡+2 = Ξ𝑡+1 − 𝜇𝑡
∇ 𝑓 (Ξ𝑡+1)
Γ(2 − 𝛼) ( |Ξ𝑡+1 − Ξ𝑡 | + 𝛿)1−𝛼, 0 < 𝛼 ≤ 1.

(19)
Now, if Ξ𝑡+1 = Ξ𝑡 , the term becomes 𝛿1−𝛼 > 0, ensuring move-
ment unless ∇ 𝑓 (Ξ𝑡+1) = 0. The complete FOSGD update is
given by Ξ𝑡+2 = Ξ𝑡+1 − 𝜇𝑡

∇ 𝑓 (Ξ𝑡+1 )
Γ (2−𝛼) ( |Ξ𝑡+1 − Ξ𝑡 | + 𝛿)1−𝛼. The

initialization step involves setting Ξ0 and computing Ξ1, for ex-
ample, via standard gradient descent. The parameters include 𝜇𝑡
(which can be fixed or adaptive), 𝛼 ∈ (0, 1], and 𝛿 > 0 (typically
chosen as 10−6). In the limiting case where 𝛼 = 1, we have
Γ(1) = 1, and as 𝛿 → 0, the update rule approximates standard
gradient descent.

3. CONVERGENCE ANALYSIS OF FOSGD IN
NON-CONVEX OPTIMIZATION
In this section, we present a rigorous convergence analysis of

the Fractional Order Stochastic Gradient Descent (FOSGD) algo-
rithm for non-convex optimization problems. Unlike the convex
case, where global optimality can be targeted, the non-convex set-
ting requires us to focus on convergence to stationary points, char-
acterized by a vanishing gradient norm. We leverage fractional
calculus to enhance the optimization process and provide a de-
tailed proof under suitable assumptions. Let 𝑓 (Ξ) = E𝜉 [𝐹 (Ξ, 𝜉)]
be the expected loss, where 𝐹 (Ξ, 𝜉) is the stochastic loss for a
random sample 𝜉, and Ξ ∈ R𝑑 is the parameter vector. At it-
eration 𝑡, the stochastic gradient 𝑔𝑡 = ∇𝐹 (Ξ𝑡 , 𝜉𝑡 ) approximates
∇ 𝑓 (Ξ𝑡 ). The FOSGD update, incorporating stochasticity, is:

Ξ𝑡+1 = Ξ𝑡 − 𝜇𝑡
𝑔𝑡

Γ(2 − 𝛼) ( |Ξ𝑡 − Ξ𝑡−1 | + 𝛿)1−𝛼, (20)

where Δ𝑡 = |Ξ𝑡 − Ξ𝑡−1 | + 𝛿, E[·] denotes expectation over
𝜉𝑡 , and Θ𝑑 is a bounded parameter domain with diameter
𝐷 = supΞ,Ξ′∈Θ𝑑 ∥Ξ − Ξ′∥.

3.1. Assumptions for Convergence Analysis
To establish convergence in the non-convex setting, we im-

pose the following assumptions:
A1 (Smoothness) Each 𝑓𝑡 (Ξ) = E𝜉𝑡 [𝐹 (Ξ, 𝜉𝑡 )] has an 𝐿-
Lipschitz continuous gradient:

∥∇ 𝑓𝑡 (Ξ) − ∇ 𝑓𝑡 (Ξ′)∥ ≤ 𝐿∥Ξ − Ξ′∥, (21)

for some 𝐿 > 0.
A2 (Bounded Domain) The parameter space Θ𝑑 ⊂ R𝑑 is

bounded, i.e.,
∥Ξ𝑡 − Ξ𝑡−1∥ ≤ 𝐷, ∀𝑡. (22)

A3 (Bounded Variance) The stochastic gradient 𝑔𝑡 satisfies:

E[𝑔𝑡 ] = ∇ 𝑓𝑡 (Ξ𝑡 ), E[∥𝑔𝑡−∇ 𝑓𝑡 (Ξ𝑡 )∥2] ≤ 𝜎2, E[∥𝑔𝑡 ∥2] ≤ 𝐺2,
(23)

where 𝜎2 and 𝐺2 are finite constants.
A4 (Lower Bound) The loss is bounded below:

𝑓𝑡 (Ξ) ≥ 𝑓inf > −∞, ∀𝑡,Ξ ∈ Θ𝑑 . (24)

These assumptions replace the convexity requirement, ensuring
smoothness and stability while accommodating stochasticity.

3.2. Convergence Proof
We aim to show that FOSGD drives the average squared

gradient norm to zero, i.e.,

1
𝑇

𝑇∑︂
𝑡=1

E[∥∇ 𝑓𝑡 (Ξ𝑡 )∥2] → 0

as 𝑇 → ∞, indicating convergence to a stationary point.

Theorem 1 Under Assumptions A1–A4, with a learning rate
𝜇𝑡 = 𝑐

𝑡 𝑝
where 0 < 𝑝 ≤ 1,

∑︁∞
𝑡=1 𝜇𝑡 = ∞, and

∑︁∞
𝑡=1 𝜇

2
𝑡 < ∞,

the FOSGD algorithm satisfies:

lim
𝑇→∞

1
𝑇

𝑇∑︂
𝑡=1

E[∥∇ 𝑓𝑡 (Ξ𝑡 )∥2] = 0.

Proof 1 Consider the one-step progress of the expected loss. By
the Lipschitz gradient property (A1):

𝑓𝑡 (Ξ𝑡+1) ≤ 𝑓𝑡 (Ξ𝑡 ) + ⟨∇ 𝑓𝑡 (Ξ𝑡 ),Ξ𝑡+1 − Ξ𝑡 ⟩

+ 𝐿

2
∥Ξ𝑡+1 − Ξ𝑡 ∥2.

(25)

Substitute the FOSGD update:

Ξ𝑡+1 − Ξ𝑡 = −𝜇𝑡
𝑔𝑡

Γ(2 − 𝛼)Δ
1−𝛼
𝑡 , (26)

where Δ𝑡 = |Ξ𝑡 − Ξ𝑡−1 | + 𝛿. Then:

𝑓𝑡 (Ξ𝑡+1) ≤ 𝑓𝑡 (Ξ𝑡 ) − 𝜇𝑡
⟨∇ 𝑓𝑡 (Ξ𝑡 ), 𝑔𝑡 ⟩
Γ(2 − 𝛼) Δ1−𝛼

𝑡

+
𝐿𝜇2

𝑡

2Γ(2 − 𝛼)2 ∥𝑔𝑡 ∥
2Δ

2(1−𝛼)
𝑡 .

(27)

Take expectations over 𝜉𝑡 :

E[ 𝑓𝑡 (Ξ𝑡+1)] ≤ E[ 𝑓𝑡 (Ξ𝑡 )] − 𝜇𝑡
E[⟨∇ 𝑓𝑡 (Ξ𝑡 ), 𝑔𝑡 ⟩]

Γ(2 − 𝛼) Δ1−𝛼
𝑡

+
𝐿𝜇2

𝑡

2Γ(2 − 𝛼)2E[∥𝑔𝑡 ∥
2]Δ2(1−𝛼)

𝑡 .

(28)

Using A3 (E[𝑔𝑡 ] = ∇ 𝑓𝑡 (Ξ𝑡 )):

E[⟨∇ 𝑓𝑡 (Ξ𝑡 ), 𝑔𝑡 ⟩] = E[∥∇ 𝑓𝑡 (Ξ𝑡 )∥2], (29)

and E[∥𝑔𝑡 ∥2] ≤ 𝐺2, so:

E[ 𝑓𝑡 (Ξ𝑡+1)] ≤ E[ 𝑓𝑡 (Ξ𝑡 )] − 𝜇𝑡
E[∥∇ 𝑓𝑡 (Ξ𝑡 )∥2]

Γ(2 − 𝛼) Δ1−𝛼
𝑡

+
𝐿𝜇2

𝑡𝐺
2

2Γ(2 − 𝛼)2Δ
2(1−𝛼)
𝑡 .

(30)



Rearrange:

𝜇𝑡
E[∥∇ 𝑓𝑡 (Ξ𝑡 )∥2]

Γ(2 − 𝛼) Δ1−𝛼
𝑡 ≤ E[ 𝑓𝑡 (Ξ𝑡 )] − E[ 𝑓𝑡 (Ξ𝑡+1)]

+
𝐿𝜇2

𝑡𝐺
2

2Γ(2 − 𝛼)2Δ
2(1−𝛼)
𝑡 .

(31)

Sum over 𝑡 = 1 to 𝑇:

𝑇∑︂
𝑡=1

𝜇𝑡
E[∥∇ 𝑓𝑡 (Ξ𝑡 )∥2]

Γ(2 − 𝛼) Δ1−𝛼
𝑡 ≤ E[ 𝑓1 (Ξ1)] − E[ 𝑓𝑇+1 (Ξ𝑇+1)]

+ 𝐿𝐺2

2Γ(2 − 𝛼)2

𝑇∑︂
𝑡=1

𝜇2
𝑡Δ

2(1−𝛼)
𝑡 .

(32)

Since 𝑓𝑡 (Ξ𝑡 ) ≥ 𝑓inf (A4), the left-hand side is bounded:

𝑇∑︂
𝑡=1

𝜇𝑡E[∥∇ 𝑓𝑡 (Ξ𝑡 )∥2]Δ1−𝛼
𝑡 ≤ Γ(2 − 𝛼)

𝑓1 (Ξ1) − 𝑓inf

+
𝐿𝜇2

𝑡𝐺
2

2Γ(2 − 𝛼)

𝑇∑︂
𝑡=1

Δ
2(1−𝛼)
𝑡 .

(33)

Sum over 𝑡 = 1 to 𝑇 yields:

𝑇∑︂
𝑡=1

𝜇𝑡
E[∥∇ 𝑓𝑡 (Ξ𝑡 )∥2]

Γ(2 − 𝛼) Δ1−𝛼
𝑡 ≤ 𝑓1 (Ξ1) − 𝑓inf

+ 𝐿𝐺2

2Γ(2 − 𝛼)2

𝑇∑︂
𝑡=1

𝜇2
𝑡Δ

2(1−𝛼)
𝑡 .

(34)

Bound Δ𝑡 ≤ 𝐷 + 𝛿 (A2), and define 𝐶𝛼 = (𝐷 + 𝛿)1−𝛼:

𝑇∑︂
𝑡=1

𝜇𝑡E[∥∇ 𝑓𝑡 (Ξ𝑡 )∥2] ≤
Γ(2 − 𝛼)

(︁
𝑓1 (Ξ1) − 𝑓inf

)︁
𝐶𝛼

+ 𝐿𝐺2𝐶𝛼

2Γ(2 − 𝛼)

𝑇∑︂
𝑡=1

𝜇2
𝑡 .

(35)

With 𝜇𝑡 =
𝑐
𝑡 𝑝

,
∑︁∞

𝑡=1 𝜇𝑡 = ∞, and
∑︁∞

𝑡=1 𝜇
2
𝑡 < ∞ (e.g., 𝑝 = 1), the

right-hand side is finite, implying:

lim
𝑇→∞

1∑︁𝑇
𝑡=1 𝜇𝑡

𝑇∑︂
𝑡=1

𝜇𝑡E[∥∇ 𝑓𝑡 (Ξ𝑡 )∥2] = 0. (36)

Since
∑︁𝑇

𝑡=1 𝜇𝑡 → ∞, the weighted average gradient norm van-
ishes, completing the proof.

4. ARTIFICIALLY CREATING LONG-TAILED MNIST
We begin with the original MNIST dataset. To induce a

long-tailed distribution, we employ an exponential-decay strategy
inspired by [26]. First, we define the imbalance factor

𝛾 =
largest class size

smallest class size
,

where the largest class size, denoted by 𝑛max in the original
MNIST training set. We then set the desired smallest class size
to

𝑛min =

⌊︃
𝑛max
𝛾

⌋︃
.

Next, we solve for a decay parameter 𝜇 ∈ (0, 1) satisfying

𝜇 (10−1) =
𝑛min
𝑛max

,

which yields

𝜇 =

(︂
𝑛min
𝑛max

)︂ 1
9
.

With 𝜇 thus determined, the per-class sample count for class
𝑖 ∈ {0, . . . , 9} is given by

𝑛′𝑖 =

⌊︂
𝑛max 𝜇

𝑖
⌋︂
.

We enforce these new sample counts by randomly selecting ex-
actly 𝑛′

𝑖
images from each of the original classes and discarding

the remaining samples, ensuring the newly specified class sizes
reflect the exponential decay.

Computational Complexity of FOSGD
For a model with 𝑑 parameters (e.g., weights in a neural

network), standard SGD computes the gradient ∇ 𝑓 (Ξ𝑡 ) with a
per-iteration complexity of 𝑂 (𝑑), assuming the loss function
evaluation is linear in the number of parameters. The FOSGD
update, given by Equation (19), introduces additional operations.
Specifically, computing the gradient ∇ 𝑓 (Ξ𝑡+1) remains 𝑂 (𝑑),
while the distance term |Ξ𝑡+1 −Ξ𝑡 | also requires 𝑂 (𝑑) operations
to calculate the Euclidean distance between two 𝑑-dimensional
vectors. The fractional term ( |Ξ𝑡+1 − Ξ𝑡 | + 𝛿)1−𝛼 involves scalar
operations (addition and exponentiation), which are 𝑂 (1). Sim-
ilarly, the Gamma function Γ(2 − 𝛼) is precomputed for a fixed
𝛼, contributing 𝑂 (1) per iteration. Thus, the per-iteration com-
plexity of FOSGD is 𝑂 (𝑑), matching that of SGD but with a
higher constant factor due to the additional distance and frac-
tional term computations. We partition the dataset into 𝑁index
indexes, each representing a distinct training scenario, and eval-
uate FOSGD over 𝑁𝛼 candidate fractional orders 𝛼. For each
index and 𝛼, training runs for 𝑇 iterations. The complexity per
index is 𝑁𝛼 · 𝑇 · 𝑂 (𝑑), and across all indexes, the total runtime
complexity becomes: 𝑂 (𝑁index · 𝑁𝛼 ·𝑇 · 𝑑). This tuning process,
while systematic, introduces a substantial computational over-
head compared to a single SGD run, which would be 𝑂 (𝑇 · 𝑑).
In terms of memory, standard SGD requires 𝑂 (𝑑) space to store
the current parameter vector Ξ𝑡 . FOSGD additionally stores the
previous parameter vectorΞ𝑡 to compute |Ξ𝑡+1−Ξ𝑡 |, doubling the
memory requirement to𝑂 (𝑑). Other scalars, such as 𝜇𝑡 , 𝛼, and 𝛿,
contribute 𝑂 (1) memory. During the tuning process, if training
runs are executed sequentially, the memory usage remains 𝑂 (𝑑).

5. EXPERIMENTS
In our experiments, we set 10 indexes. Within each index,

we test a set of fractional orders:

𝛼 ∈ { 0.6, 0.7, 0.75, 0.8, 0.85, 0.9, 0.95, 0.97, 0.98, 0.99}.



For each 𝛼, we perform a full training run on the long-tailed
MNIST data and record final test accuracy. We then select the
best 𝛼 based on that accuracy, highlighting how different indexes
(distinct training scenarios) may favor different fractional orders.

After identifying the overall best fractional order from the
above procedure, we fix 𝛼 = 0.99 as the best fractional order and
proceed to find the optimal learning rate. Specifically, for each
of the same 10 indexes (1, . . . , 10), we run Fractional SGD using
learning rates drawn from

𝜇0 ∈ { 0.5, 0.4, 0.3, 0.2, 0.1, 0.01, 0.001},

each time training a CNN on the artificially long-tailed MNIST
dataset. For each (index, 𝜇0) pair, we measure final test accuracy
and select the best 𝜇0. We then adopt that learning rate for
our final runs, where we further analyze learning curves and
generalization.

5.1. Finding the Best Fractional Order per Index
In this subsection, we present a comprehensive analysis of

the experimental results by examining the model’s performance
across different indices and 𝛼 values.

FIGURE 1: OPTIMAL α PER INDEX, HIGHLIGHTING ITS VARI-
ABILITY ACROSS DIFFERENT EXPERIMENTAL SPLITS.

Presented in Figure 1 is the best-performing 𝛼 for each in-
dividual index, derived from maximizing test accuracy. Notably,
while several indices cluster near higher 𝛼 values, others shift to-
ward more moderate ranges, indicating that a single global 𝛼 may
not suffice for all scenarios. By pinpointing these index-specific
optima, one can refine the hyperparameter space, leading to more
precise and reliable outcomes in practice.

Shown in Figure 2 is the best-performing 𝛼 value for each
index, as determined by maximizing test accuracy. Notably, sev-
eral indices favor values of 𝛼 above 0.95, while Index 7 stands out
with a substantially lower optimal 𝛼. These variations suggest
that indices have distinct sensitivities to fractional exponents, im-
plying that a one-size-fits-all choice of 𝛼 may not be ideal. From
a broader perspective, the chart underscores the importance of
index-specific tuning to reliably capture the highest accuracy.

Figure 3 demonstrates a pronounced upward climb in best
accuracy values as 𝛼 increases from approximately 0.60 to 0.95.
Around𝛼 ≈ 0.70, the curve begins a more rapid ascent, indicating
that modest increments in 𝛼 can yield significant accuracy gains

FIGURE 2: OPTIMAL α PER INDEX FOR ACHIEVING HIGH-
EST TEST ACCURACY.

FIGURE 3: BEST ACCURACY VARIATION WITH RESPECT TO
α.

in this region. Past 𝛼 ≈ 0.95, the growth tapers slightly but
continues edging higher, suggesting there may still be marginal
benefits to pushing 𝛼 closer to 1. Overall, this trend underscores
the impact of carefully selecting 𝛼 to boost the upper bound of
achievable accuracy.

FIGURE 4: TEST ACCURACY ACROSS MULTIPLE INDICES
AS A FUNCTION OF α.

Figure 4 reveals that each index exhibits an upward trajec-
tory in accuracy as 𝛼 increases, although the pace of improvement
varies across curves. For some indices, the steepest gains appear
between 𝛼 ≈ 0.60 and 𝛼 ≈ 0.80, indicating particularly strong



sensitivity to changes in the fractional parameter within this range.
Beyond 𝛼 ≈ 0.85, certain lines begin to cluster, suggesting a con-
vergence of performance levels, though a few indices still show
marked fluctuations. These nuances highlight that while higher 𝛼
broadly drives up accuracy, certain index-specific characteristics
may require a more fine-grained approach to tuning.

FIGURE 5: BOX PLOT OF TEST ACCURACIES AT DIFFERENT
α VALUES.

Plotted in Figure 5 are the median, quartiles, and outliers
of test accuracy under varying 𝛼 values. Notice the overall up-
ward shift in the box positions as 𝛼 increases, suggesting higher
accuracy levels on average. Outliers (marked as red crosses)
are more frequent at intermediate 𝛼 values, indicating occasional
volatility in performance before stabilizing at higher 𝛼. Such a
distribution-based view is invaluable for gauging how robustly
different 𝛼 values perform across multiple runs.

FIGURE 6: HEATMAP OF TEST ACCURACY FOR EACH
INDEX-α COMBINATION.

Shown in Figure 6 is a vivid color representation of test
accuracy, where deep blues correspond to lower values and bright
yellows signify higher performance. Increasingly warm hues
(toward yellow) emerge as 𝛼 grows, demonstrating a general
improvement across many indices. However, certain rows linger
in cooler tones, indicating that for these indices, small adjustments
in𝛼 can significantly impact accuracy. Overall, this compact view
helps pinpoint the best and worst parameter settings at a glance,
guiding more precise hyperparameter exploration.

Figure 7 offers a spatially rich perspective of how test accu-
racy varies in tandem with index and 𝛼. In this plot, each colored

FIGURE 7: 3D SCATTER PLOT OF TEST ACCURACY OVER
INDEX AND α.

sphere reflects a distinct (index, 𝛼) pairing, with the vertical axis
indicating accuracy and the color scale transitioning from purple
(roughly 0.93) to yellow (up to nearly 0.98). A prominent trend
is that test accuracy tends to rise as 𝛼 increases, although certain
indices appear more sensitive to changes in 𝛼 than others. Ad-
ditionally, some scattered points deviate from the main cluster,
suggesting that even small shifts in 𝛼 can sometimes result in
appreciable accuracy gains or drops, underscoring the nuanced
interplay between these two parameters.

FIGURE 8: DETAILED 3D SURFACE OF TEST ACCURACY VS.
INDEX AND α.

Figure 8 displays a continuously varying surface where
higher-elevation peaks (in yellow) signify more robust model
performance as both index and 𝛼 increase. Noteworthy is the
gradual transition from deep blue (lower accuracy) to bright
yellow (higher accuracy), indicating how changes in 𝛼 at spe-
cific indices can lead to marked improvements. Additionally, the
abrupt color shifts between green and yellow regions highlight
parameter-sensitive areas, suggesting that slight modifications to
𝛼 or index can substantially affect overall accuracy.

Displayed in Figure 9 are two key learning metrics—training
loss (on the left y-axis) and test accuracy (on the right y-
axis)—monitored across 100 epochs. Early on, the training loss
plummets rapidly from about 0.4 to under 0.1, reflecting swift
convergence, while the test accuracy likewise climbs sharply dur-
ing these initial epochs. By around epoch 40, the training loss
stabilizes near 0, suggesting minimal errors on the training set,



FIGURE 9: TRAINING LOSS AND TEST ACCURACY VS.
EPOCH, FOR α = 0.99.

and the test accuracy plateaus around 0.97–0.98, indicating that
further epochs yield only marginal gains. This pattern highlights
that 𝛼 = 0.99 provides a strong balance, ensuring the model not
only converges quickly but also maintains robust generalization
performance over time.

5.2. Finding the Best Learning Rate per Index Based
on the Selected Optimal Fractional Order

FIGURE 10: TEST ACCURACY VS. LEARNING RATE FOR
EACH EXPERIMENTAL INDEX (AFTER FINDING THE BEST
FRACTIONAL ORDER α = 0.99).

Appearing in Figure 10 is a multi-line comparison of how
test accuracy responds to learning rates drawn from the set shown
above, ranging from 0.5 down to 0.001. All runs begin with lower
accuracy at the smallest learning rate, then experience a marked
upswing around 0.01, reaching near or above 0.8 for most indices.
Towards 0.1, the plots for individual indices converge near the
upper boundary, reflecting that, under the chosen fractional order
(𝛼 = 0.99), a moderately higher learning rate can foster robust
performance gains. Interestingly, the best observed test accu-
racy in these experiments was achieved at a learning rate of 0.5,
underscoring how, once 𝛼 has been optimized, fine-tuning the
learning rate remains critical for maximizing performance. This
progression confirms that carefully selecting 𝜇0 can further im-
prove consistency and push accuracy to its limits across different
experimental splits.

Displayed in Figure 11 is a bar chart summarizing how mean
test accuracy varies across the set of learning rates, with each bar

FIGURE 11: AVERAGE TEST ACCURACY ACROSS 10 IN-
DICES FOR EACH LEARNING RATE, WITH ERROR BARS
REPRESENTING THE STANDARD DEVIATION.

representing the average over 10 indices. Starting at 𝜇0 = 0.001,
the performance is notably low and inconsistent, but the mean
accuracy quickly rises beyond 0.7 once 𝜇0 reaches 0.1. From 𝜇0 =

0.2 onward, the bars remain near or above 0.9, reflecting a more
consistent and higher accuracy, with relatively small standard
deviations (shown by error bars). Notably, the highest mean test
accuracy occurs at 𝜇0 = 0.5, highlighting that a more aggressive
learning rate can yield maximal gains, provided the fractional
parameter 𝛼 = 0.99 is already well-tuned.

FIGURE 12: DISTRIBUTION OF TEST ACCURACY BY LEARN-
ING RATE. EACH BOX SHOWS THE VARIABILITY IN PERFOR-
MANCE ACROSS INDICES FOR A GIVEN LEARNING RATE.

Figure 12 shows how test accuracy is distributed for each
learning rate, with each box capturing both the median and vari-
ability of performance across the experimental indices. At higher
learning rates (0.5, 0.4, 0.3, 0.2) and 0.1, the boxes are near the
top of the scale (above 0.9), and the range (indicated by the box
boundaries and whiskers) tends to be quite small, signifying con-
sistently strong performance. By contrast, at lower learning rates
such as 0.01 and especially 0.001, both the median and the upper
whisker dip significantly, indicating that the model struggles to
converge effectively under these settings. This box-plot layout
therefore underscores that, after selecting the fractional parame-
ter 𝛼 = 0.99, a more aggressive learning rate often yields both
higher median accuracy and narrower variability across different
indices.

Presented in Figure 13 is the joint progression of training
loss (left y-axis) and test accuracy (right y-axis) across 50 epochs
using FOSGD with the fractional order fixed at 𝛼 = 0.99 and
an optimal learning rate of 𝜇0 = 0.5. Notably, the training loss
plunges swiftly from above 0.45 to nearly 0.0 by about epoch 30,



FIGURE 13: TRAINING LOSS AND TEST ACCURACY VS.
EPOCH ON LONG-TAILED MNIST USING FOSGD WITH α =
0.99 AND µ0 = 0.5.

indicating rapid convergence on the long-tailed MNIST dataset.
Simultaneously, test accuracy undergoes a noticeable climb, sur-
passing 0.97 in later epochs. Such performance underscores the
combined effect of correctly selecting both 𝛼 and 𝜇0, enabling
robust learning even for skewed data distributions.

6. CONCLUSION AND FUTURE WORK
In this work, we investigated the role of the fractional order in

Fractional Stochastic Gradient Descent (FOSGD) when applied
to artificially long-tailed data. Our experiments, conducted on
a modified version of the MNIST dataset, demonstrate that in-
corporating fractional calculus into the optimization process can
enhance convergence stability and overall performance compared
to standard SGD. By partitioning the long-tailed data into mul-
tiple training scenarios and evaluating a spectrum of fractional
orders, we identified that a consistent fractional order tends to
yield superior test accuracies across varied conditions.
These results underscore the potential of FOSGD as a robust
strategy for handling imbalanced data distributions—a pervasive
challenge in real-world applications. While the additional hyper-
parameter and computational overhead introduced by tuning the
fractional order represent notable challenges, the observed im-
provements in model performance provide compelling evidence
that the benefits may outweigh the complexities in many settings.
Nonetheless, our study also highlights important limitations. The
optimal fractional order is highly dependent on the specific data
distribution and training context, suggesting that further research
is needed to develop adaptive or automated tuning methods. Fu-
ture work could extend this investigation to more complex datasets
and architectures, and explore the theoretical underpinnings that
govern the relationship between fractional dynamics and conver-
gence behavior.
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