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Abstract

This paper presents a unified framework for roughness-informed machine
learning, dividing roughness into four categories: statistical, geometric, mani-
fold, and topological. Statistical roughness, analyzed with tools like Weight-
Watcher, utilizes heavy-tailed weight distributions. Geometric roughness,
measured by a novel Roughness Index, quantifies oscillatory patterns in loss
landscapes. Manifold roughness, captured by the Two-Scale Effective Di-
mension, integrates local geometry (via Fisher Information Matrix) with
global parameter space complexity. Topological roughness, derived from
persistence diagrams, evaluates structural complexity of learned functions.
Experiments on MNIST, CIFAR-10, CIFAR-100, a damped harmonic os-
cillator, Fractional Order ODE, and wave equation demonstrate the frame-
work’s effectiveness: statistical roughness enhances federated learning conver-
gence, geometric roughness improves training stability, manifold roughness
optimizes generalization through noise injection, and topological roughness
ensures smoother, physically accurate solutions. The framework advances
model design, optimization, and generalization, with links to fractal and
fractional calculus.

Keywords: Machine learning, optimization, federated learning, roughness,
fractal calculus, fractional calculus.




Introduction

Deep neural networks (DNNs) have redefined the landscape of machine
learning, achieving unprecedented success in domains such as computer vision
(Krizhevsky et al., 2012), natural language processing (Devlin et al., 2019),
and reinforcement learning (Silver et al., 2016). These models leverage vast,
high-dimensional parameter spaces to capture intricate patterns, enabling
breakthroughs in tasks from object recognition to game playing (Goodfellow
et al., 2016; LeCun et al., 2015). However, this complexity introduces a crit-
ical challenge: irregularities, or “roughness,” in model components disrupt
training and performance. Roughness manifests as erratic weight distribu-
tions, oscillatory loss landscapes, complex parameter manifolds, and intricate
topological structures, each posing barriers to efficient optimization and reli-
able predictions (Neyshabur et al., 2017). Addressing roughness is essential
to unlock the full potential of DNNs in real-world applications.

Roughness in machine learning encapsulates non-smoothness and com-
plexity across multiple facets of a model. Heavy-tailed weight distributions
amplify sensitivity to input perturbations, oscillatory loss landscapes hin-
der convergence, complex parameter manifolds complicate optimization, and
topological irregularities increase model complexity (Zhang et al., 2017; Li
et al., 2018; Martens, 2014; Carlsson, 2009). These phenomena lead to practi-
cal challenges: unstable training, overfitting, and vulnerability to adversarial
attacks, particularly in high-stakes domains like medical diagnostics (Esteva
et al., 2017) or autonomous driving (Bojarski et al., 2016). For instance,
rough loss landscapes can trap optimizers in sharp minima, reducing gener-
alization (Keskar et al., 2017). Understanding and mitigating roughness is
thus pivotal to developing robust, efficient, and generalizable machine learn-
ing systems.

Significant efforts have been made to study roughness in isolation. Tools
like WeightWatcher (WW) analyze heavy-tailed weight distributions to pre-
dict generalization (Martin and Mahoney, 2021), while loss landscape visual-
izations reveal optimization challenges (Li et al., 2018; Draxler et al., 2018).
The FIM informs parameter manifold geometry (Martens, 2014; Arora et al.,
2018), and topological data analysis captures structural complexity (Nigme-
tov and Morozov, 2020; Guss and Morozov, 2018). These methods provide
valuable insights: WeightWatcher’s spectral analysis links weight distribu-
tions to model expressivity (Martin and Mahoney, 2021), and topological reg-
ularization improves robustness (Carlsson, 2009). However, these approaches
remain disconnected, each focusing on a single aspect of roughness without
a cohesive strategy to leverage their collective insights.

The absence of a unified framework limits the practical impact of rough-



ness studies. Current methods often yield diagnostic insights but lack action-
able strategies for model design or optimization (Fort et al., 2020). For ex-
ample, while loss landscape analysis identifies rough regions, it rarely informs
architecture selection (Jiang et al., 2020). Similarly, topological methods en-
hance generalization but are computationally intensive and underutilized in
standard workflows (Nigmetov and Morozov, 2020). This fragmentation mo-
tivates a comprehensive approach that integrates various roughness perspec-
tives to address training stability, generalization, and robustness holistically
(Madry et al., 2018; Ding et al., 2022). A unified framework could trans-
form roughness from a challenge into an opportunity for principled model
improvement.

This paper proposes Roughness-Informed Machine Learning, a novel frame-
work that classifies roughness into four categories: statistical, using tools
like WW (Weight Watcher) to analyze weight distributions; geometric, quan-
tifying loss landscape oscillations via a RI; manifold, measuring global geo-
metric complexity of the parameter space using the Two-Scale Effective Di-
mension, which integrates FIM-based local geometry with a covering-based
approach; and topological, assessing structural complexity of learned func-
tions through a roughness metric based on low-persistence features in per-
sistence diagrams (Martin and Mahoney, 2021; Li et al., 2018; Arora et al.,
2018; Nigmetov and Morozov, 2020). By integrating these perspectives, our
framework provides actionable insights for model design, optimization, and
generalization, applicable to tasks such as image classification and regression
(Sagun et al., 2017; Ghorbani et al., 2019). We demonstrate how roughness-
informed strategies improve training efficiency and robustness, bridging the-
oretical insights with practical outcomes.

The paper is organized as follows. Sections 1 to 7 detail the statistical,
geometric, manifold, topological roughness classes and a call for fractal cal-
culus and fractional calculus respectively. Section 8 summarizes the findings
and outlines future research directions, including automated roughness-based
model tuning.

1. Statistical Roughness

Statistical roughness in neural networks is based on heavy-tailed weight
distributions, which increase the complexity of the model and influence gen-
eralization (Neyshabur et al., 2017). These distributions, characterized by
extreme values, enhance expressivity, but can lead to overfitting or insta-
bility. This section introduces statistical roughness, measured using the
heavy-tailed exponent (; using the WeightWatcher tool, and explores its



applications, including a novel integration into federated learning for ro-
bust, privacy-preserving training. Heavy-tailed distributions, unlike Gaus-
sian ones, decay slowly, producing significant weights in over-parameterized
deep neural networks (DNNs). Using Random Matrix Theory (RMT), the
empirical spectral density (ESD) of the eigenvalues of the weight matrix is
modeled as p(A) ~ A7%, X\ > A\, where Ay, > 0 is the minimum eigen-
value and (; is the heavy-tailed exponent. Low (; (for example, (; < 2)
indicates heavy tails, leading to irregular decision boundaries and sensitivity
to perturbations. High (; (for example, (; > 6) suggests near-Gaussian dis-
tributions, risking underfitting. The range 2 < (; < 6 balances expressivity
and stability, critical for tasks such as federated learning.

1.1. Measurement of statistical toughness

The WeightWatcher tool computes (; through spectral analysis of weight
matrices (Martin and Mahoney, 2021). For a weight matrix W;, the singular
value decomposition (SVD) produces singular values o;, with eigenvalues
Aj = 0]2. The ESD is fitted to a power law model log p(\) = —(;log A + ¢,
where (; is the log-log slope, typically calculated for the tail of the eigenvalue
distribution (e.g., the top 20).

1.1.1. Implications and General Applications

The (; metric guides model optimization. Low (; < 2 signals exces-
sive roughness, increasing overfitting risks, while (; > 6 indicates over-
regularization. Regularization techniques (e.g. weight decay, dropout) and
hyperparameter tuning can target the healthy (; range, improving conver-
gence and robustness in tasks such as image classification and natural lan-
guage processing.

1.1.2. Introduction to Federated Learning and Federated Averaging

Federated Learning (FL)(Mammen, 2021) is a distributed machine learn-
ing paradigm that enables multiple devices or clients, such as smartphones,
computers, or IoT devices, to collaboratively train a shared model while
keeping their data localized. Unlike traditional centralized machine learning,
where data is aggregated on a central server, FL allows each client to train a
model on its private data and share only model updates, such as weights or
gradients, with a central server. This approach preserves data privacy, mini-
mizes data transfer, and supports scalable training across diverse, decentral-
ized datasets. FL is particularly valuable in applications like personalized Al
on mobile devices, healthcare, and IoT, where data sensitivity and privacy
are paramount.



Federated Averaging (FedAvg)McMahan et al. (2017) is the most widely
used algorithm for FL. In FedAvg, the central server initializes a global model
and distributes it to a subset of clients. Each selected client trains the model
locally on its own data for a few iterations and then sends the updated model
weights back to the server. The server aggregates these updates by computing
a weighted average, typically based on the number of data points each client
contributes, to update the global model. This process iterates over multiple
rounds until the model converges. FedAvg balances computational efficiency
and model performance but faces challenges such as client heterogeneity,
unreliable updates, and potential privacy risks during aggregation.

1.1.8. Nowel Application in Federated Learning

The proposed WeightWatcher Federated Averaging Framework (WWFe-
dAvg) introduces a novel client selection mechanism in federated learning by
leveraging the WeightWatcher metric, denoted as (;, to enhance robustness,
efficiency, and privacy. Each client computes a scalar metric (; for a key layer
of their local model, such as the final dense layer, using the Weight Watcher
tool. This metric reflects the quality or reliability of the client’s model up-
date. Only the scalar (; is transmitted to the server, ensuring minimal data
exposure and preserving client privacy, as no raw data or full model weights
are shared during the selection process.

The server assigns a selection probability p; to each client based on their
(; value, defined as p; = 1if 2 < (; < 6, and p; = exp(—c,-|(; —4]) otherwise,
where ¢s = 0.5 penalizes (; values outside the optimal range (2,6). Clients
with (; € (2,6) are considered high-quality and assigned a probability of 1,
prioritizing their selection, while clients with extreme (; values receive lower
probabilities, reducing the influence of potentially unreliable or adversarial
clients. To ensure stability, the server tracks changes in (; across rounds,

computing AC(t |C(t) Ct 2 | Clients with AC > §, where 6 = 2, are
flagged as unstable, indicating potential issues like data drlft or adversarlal

behavior. Their selectlon probability is scaled by a factor Kemp = 1+A<(t)’

further reducing their likelihood of selection.

Clients are selected for each training round using weighted random sam-
pling based on their probabilities p;. This approach prioritizes clients with
stable, high-quality updates within the range ¢; € (2,6) while allowing some
flexibility to include other clients, balancing exploration and exploitation.
The WWFedAvg framework enhances robustness by minimizing the impact
of adversarial or low-quality clients, ensuring reliable model updates. It im-
proves efficiency, as high-quality client updates accelerate model convergence,
reducing the number of training rounds required. Additionally, it main-



tains privacy by transmitting only the scalar (; for client selection, aligning
with federated learning’s privacy-preserving principles. The (;-based selec-
tion complements existing protections in the aggregation phase, creating a
more secure and effective federated learning process.

2. Geometric Roughness

Geometric roughness captures the non-convex oscillatory nature of the
loss landscape of a neural network, a critical factor in optimization and gener-
alization (Li et al., 2018; Draxler et al., 2018). In high-dimensional parameter
spaces, loss landscapes exhibit complex and rugged structures that challenge
first-order optimization methods like gradient descent, leading to slow con-
vergence or suboptimal solutions (Keskar et al., 2017). By quantifying this
roughness, we gain insight into the stability of the training and the robust-
ness of the model, essential for tasks such as image classification and natural
language processing (Krizhevsky et al., 2012; Devlin et al., 2019). This sec-
tion introduces the Roughness Index (Z) and complementary methods to
measure geometric roughness, explores their implications for optimization,
and demonstrates practical applications in model design and training.

2.1. The Roughness Index

The Roughness Index (Z) quantifies the variation of the loss landscape
by projecting the loss function £(#) onto random one-dimensional directions,
capturing the optimization difficulty (Li et al., 2018). For a neural network
parameterized by 6 € R?, with loss £(0) = E,wp[¢(fo(z),y)], where fo: R —
R is the learned function, D is the data distribution and ¢ is the loss (for
example, mean squared error), Z is defined as follows. A random direction
d; ~ N (0, ;) is normalized:

d:
di =, |ldill2 =
il

The one-dimensional projection is as follows:
fa;(s) = L(0; + sd;), se[-11], (2)

with [ = 0.01. The total variation (TV) over m + 1 points s; = — + j2,
7=0,...,m,is:

VUa) = Y falssen) = fals))l ®)
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The normalized TV is:
11

T(fa) = 57 TV(fa), A= max, Ja(s) = Jiny Ja.(s). (4)

For M directions, the quantity Z is defined as follows:

1= ]Edj [T(fd,-,)} ,

This represents the ratio of the standard deviation to the expected value of
T'(fa,) over directions d;. The expected value is computed as:

Eq, [T(

=3 o)

This expectation is the mean of T'(f4,) across all M directions. The standard
deviation, which measures the variability of T'(fy,), is given by:

M

oalT(a)) = \| 37 2 (TUfa) = EalT (1))

where [E;, denotes the expectation over directions d;, and o4 denotes the
standard deviation over directions d;. A high Z indicates a complex land-
scape, hindering optimization, and in applications involving partial differen-
tial equations (PDEs), RI revealed smoother loss landscapes for the Deep
Galerkin method compared to the Deep Ritz method in (Wu et al., 2023).
This ability to quantify roughness helps to select architectures and optimizers
for stable training. The ability of RI to predict rugged landscapes, as seen
in PDE models, where the lower RI of the Deep Galerkin Method is cor-
related with faster convergence, guides the choice of optimization strategies
(Wu et al., 2023). Identifying roughness early allows preemptive adjustments
to training protocols, as well as to enhancing efficiency. Balancing landscape
smoothness with model capacity is crucial, as overly smooth landscapes may
limit expressivity, while excessive roughness risks instability.

2.2. Integration of Roughness Index in Machine Learning

The Roughness Index (Z) serves as a powerful tool for guiding the selec-
tion of adaptive optimizers in machine learning, dynamically adjusting the
optimization strategy to the roughness of the loss landscape. By monitor-
ing 7 during training, we can switch between Stochastic Gradient Descent
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(SGD) with momentum and Adam based on a threshold 7, ensuring robust
convergence and stability in tasks such as image classification and the solv-
ing of PDEs Wu et al. (2023). The importance of switching between SGD
and Adam lies in balancing optimization stability, convergence speed, and
generalization. A high 7, greater than 7, indicates a rugged landscape with
many local minima, where SGD may struggle due to oscillations, but Adam’s
adaptive momentum helps escape these minima, stabilizing training. In con-
trast, when Z is less than or equal to 7, the landscape is smoother, allowing
SDG’s simplicity to reduce computational overhead and converge to flatter
minima, which often generalize better, while avoiding Adam’s tendency to
cause unnecessary oscillations around minima in these regions. Using Z,
we dynamically tailor the optimization strategy, improving robustness and
efficiency, as demonstrated in the following results.

3. Manifold Roughness

The roughness of the statistical manifold Mg, parameterized by the
model parameters 6 € O, quantifies its global geometric complexity, including
irregular or fractal-like structures that influence generalization and optimiza-
tion in deep learning models. Unlike local curvature, roughness is a global
property, often measured by fractal dimensions such as the box-counting
dimension. In the context of deep learning, the Two-Scale Effective Dimen-
sion (2sED) provides a robust framework for capturing manifold roughness,
leveraging the FIM to define local geometry while employing a covering-based
approach to assess global complexity.

3.1. Fisher Information Matrix
The FIM, denoted F(6), is a local measure of the geometry of the statisti-
cal manifold, which captures the sensitivity of the model output distribution

to changes in parameters. For a model with conditional distribution p(y|x, 0),
the FIM is defined as:

dlo x,0)0lo x,0
F(0)ij = Bz ypaio) g];(jj' ) gg(;j' )|, (6)
The eigenvalues of F(#) reflect local curvature, with large values indicating
directions of high sensitivity (steep loss landscapes) and small or zero values
indicating flat directions, common in over-parameterized models. Although
the FIM structure influences the geometry of the manifold, it does not di-
rectly measure roughness, which requires a global perspective.



3.2. Measuring Roughness via Effective Dimension

The manifold roughness is quantified by the effective dimension, a compo-
nent of the 2sED, which draws inspiration from the box-counting dimension.
The box-counting dimension of a set S in a metric space is:

i . log N.(S)
dimpox (5) = lim Tog(1/c) (7)

where N (S) is the minimum number of balls of radius € needed to cover S.
For the statistical manifold Mg, the effective dimension at scale € is:

log N.(Meg)
loa(1/e)

where N.(Myg) is the number of Fisher balls of size ¢, defined with respect
to the FIM-induced metric. A rougher manifold, with fractal-like or singular
structures, requires more Fisher balls, yielding a higher effective dimension.
We integrate this effective dimension with the nominal dimension d of the
parameter space d.(©) = (1 — a)d + ad.(Mpg), where «a € [0, 1] balances the
contributions.

de(MQ) = (8)

3.3. Strategies for Integration into Machine Learning

Integrating manifold roughness, as quantified by the 2sED, into machine
learning workflows enhances model design, optimization, and regularization
by providing a principled measure of the statistical manifold’s geometric
complexity. The roughness of the manifold affects the stability of the train-
ing, particularly in regions of high curvature indicated by the FIM. Adap-
tive optimization can leverage FIM to navigate rough manifolds. Natural
gradient descent, which preconditions the gradient with the inverse FIM
Oiy1 = 0; — nF(0;)"'VeL,, adjusts the step sizes based on local curvature,
stabilizing training in high-roughness regions. To reduce computational cost,
approximations such as Kronecker-factored approximate curvature (K-FAC)
can be used. Regularization techniques can reduce manifold roughness to
improve generalization. A direct approach penalizes the high effective di-
mension by adding a term to the loss Liotal = Laata + Ade(Meg), where A

is a hyperparameter and d. is estimated by covering based on FIM. Alter-
natively, noise injection, inspired by Datres et al. (2024), can also smooth
the manifold by adding Gaussian noise to outputs or weights, with variance
o? tuned to minimize d.(Meg). By smoothing the loss landscape, reducing
statistical singularities and stabilizing the output distribution p(y|x,#), the
noise injection decreases d.. The high manifold roughness, as indicated by a



large effective dimension, suggests a complex parameter space that may chal-
lenge optimization and generalization. Rough manifolds often exhibit sharp
loss landscapes or statistical singularities, leading to sensitivity to parameter
perturbations and potential overfitting. The local curvature of FIM informs
optimization strategies, such as Hessian-based regularization, to navigate
these landscapes. By minimizing roughness, for example, targeting flatter
manifolds with lower effective dimensions, models can achieve improved ro-
bustness and convergence.

4. Topological Roughness

The topological roughness, derived from the analysis of topological data
(TDA), quantifies the structural complexity of functions by analyzing their
topological features, such as connected components. In this section, we
introduce a novel optimization framework for solving ordinary differential
equations (ODEs) using neural networks, integrating a physics-based loss
with topological regularization. We propose two innovative loss functions:
a diagram-based topological roughness penalty and a persistence-sensitive
optimization (PSO) approach, based on concepts from Nigmetov and Mo-
rozov (2020). This framework improves the smoothness of the solution and
mitigates overfitting, offering a flexible strategy for ODE problems.

4.1. Definition of Topological Roughness

Definition 1 (Topological Roughness). The topological roughness of a func-
tion (f : X — R), where X is a topological space (for example, a point
cloud or graph), measures the prevalence of low-persistence topological fea-
tures in its persistence diagram Dgm(f). The persistence diagram Dgm(f)
is a multi-set of points {(b;,d;)}, where b; and d; denote the birth and death
times of topological features, such as connected components in 0-dimensional
homology. The roughness metric, denoted Rr(f), and its corresponding loss,
L diagram, are defined as Nigmetov and Morozov (2020):

RT(f) - £diagmm = Z (dz - bi)27 (9)
(bi,d;)€Dgm(f), (di—b;)<e
where € > 0 s a persistence threshold identifying noisy, short-lived features.

Persistent homology tracks the evolution of topological features in the
sublevel sets f~!((—oo,t]) as the filtration parameter ¢ varies. For a neural
network output f; : R — R, parameterized by weights 6, the persistence
diagram Dgm( fy) consists of points (b;,d;), where each point represents a
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feature (for example, a connected component born at fy(¢;) and dying at
fo(t;)). Features with low persistence (d; —b; < €) indicate noisy fluctuations,
contributing to topological roughness, while features with high persistence
reflect significant structural properties. The loss Lgiagram penalizes these
short-lived features to promote smoother functions.

4.2. Optimization Using Topological Roughness

To take advantage of topological roughness for neural network optimiza-
tion in solving ODEs, we introduce a novel loss function that combines a
physics-based loss with a topological roughness penalty. Consider a general
ODE of the form:

dx d*x d"x
F([E,E,w,...,%,t)—o, (10)

where F'is a function that defines the ODE, z(¢) is the solution and ?T’f are
the derivatives of x(t) up to the order n. The loss based on physics, denoted
Lopg, enforces the adherence to the ODE by minimizing the squared residual.

& dfs(t) A fe(t;) 2
LODE—N;(F (fe(@% 7 7"'aW7ti>> ; (11)

where fy(t) is the neural network approximation of z(t), and ¢; are the time
points N sampled in the domain [tyin, tmax]. We introduce the total loss
for the diagram-based approach, denoted Liotal, diagram, @5 Liotal, diagram =
Lope + a - Laiagram, Where o = 0.01 is a weighting factor that balances
physical precision and topological smoothness, and Lgiagram is the topologi-
cal roughness loss defined in Equation (1). The persistence diagram Dgm( fy)
is calculated over a normalized point cloud {(;, fo(t;))} C R?, where t; and
fo(t;) are scaled to [0, 1] to ensure consistent scales. A Vietoris—Rips or sim-
ply Rips complex, a simplicial complex constructed from pairwise distances
in the point cloud, is used to compute O-dimensional features (connected
components). The persistence threshold e = 0.5 targets short-lived features,
reducing oscillations in fy. The small value of a ensures that Lopg domi-
nates, maintaining fidelity to the ODE, while Lgiagram promotes smoothness.
However, as noted in Nigmetov and Morozov (2020), Laiagram provides gra-
dients only at critical points (e.g., minima and maxima of fy), which may
limit its effectiveness.
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4.8. Persistence-Sensitive Optimization (PSO)

To overcome the limitations of diagram-based loss, we introduce a persis-
tence sensitive optimization (PSO) approach, inspired by Nigmetov and Mo-
rozov (2020). PSO constructs an e-simplification g : R — R of the neural net-
work output fy, such that the infinite norm || fy — g||oo < € and the persistence
diagram Dgm(g) contain only features with persistence greater than e. This
simplification removes noisy, low-persistence features, providing gradients
across both critical and regular points of the domain. We introduce the total
loss based on PSO, denoted Liotal, psos as Liotal, pso = Lopr + - || fo — qll%,
where ¢ is the e-simplification of fy, @ = 0.01 is the weighting factor, and
1fo—gl> = £ 30 (fa(t;) — g(t:))? is the mean-squared error encouraging fy
to approximate the more basic topological function g. The e-simplification
is computed using merge trees, which track the evolution of connected com-
ponents in the sublevel sets f, '((—o0,t]). For a point cloud {(t;, fs(t:))},
we construct a k-nearest neighbor (k-NN) graph with & = 15, where k
is the number of neighbors defining edges in the graph G = (V, E), with
vertices V' = {(t;, fo(t;))} and edges E based on proximity. The merg-
ing tree algorithm, with computational complexity O(N log N + M«(M)),
where N = |V| is the number of vertices, M = |E| is the number of edges
and « is the inverse Ackermann function, computes Dgm(fy) and derives
g. To implement PSO, we sample N = 1000 time points ¢; € [0,T], com-
pute the output of the neural network fy(¢;), and normalize the point cloud
{(t;, fo(t;))} to [0,1]* to align scales. Next, we construct a k-NN graph
with & = 15 and compute the O-dimensional persistence diagram Dgm( fy).
We then set the persistence threshold e adaptively using the validation loss
Lyal = 57 Z]Nil (F (fo(t;), ... t;))?, where t; are the validation points M sam-
pled from [0, T|. Following this, we compute an e-simplification g by merging
tree simplification, removing features with persistence d; — b; < €. Finally,
we optimize Liota1, pso using the Adam optimizer with a learning rate of 0.01,
performing 5-10 steps per epoch when the validation loss increases by more
than a threshold ¢ = 0.001. This approach combines the continuous gradients
of Lopg with the global gradients of || fs — ¢||?, improving the convergence
compared to the diagram-based method. Compared to Lgiagram, the PSO
is more robust, as it prescribes changes across the entire domain, not just
critical points. For ODEs, PSO ensures smoother solutions by aligning fy
with the simplified function ¢, reducing overfitting to noisy data or numerical
artifacts. The adaptive € aligns the topological penalty with the physical er-
ror, improving flexibility in different ODEs. Both methods are implemented
using gradient-based optimization with the Adam optimizer (learning rate
0.01). The framework is flexible: Lopg can be tailored to specific ODEs,

12



e can be fixed or adaptive, and higher-dimensional homology (e.g. loops in
1-dimensional homology) can be explored for spatial ODEs. Although PSO
is computationally more intensive due to merge tree computations, it scales
efficiently for large point clouds (IV & 40,000) as demonstrated by Nigmetov
and Morozov (2020).

5. Experiments

To evaluate the roughness-informed machine learning framework, we con-
ducted comprehensive experiments across statistical, geometric, manifold,
and topological roughness categories, addressing image classification and
differential equation solving. Using MNIST, CIFAR-10, and CIFAR-100
datasets, we assessed federated learning algorithms (Fed Avg(McMahan et al.,
2017), FedProx(Li et al., 2020), WWFedAvg, DP-FedAvg(Noble et al., 2022),
FedDyn(Acar et al., 2021)) with Convolutional Neural Network (CNN), LeNet-
5, and Multilayer Perceptron (MLP) architectures, analyzing test accuracy
and client selection dynamics. Additionally, we explored adaptive optimizer
selection (SGD to Adam) based on the Roughness Index and noise effects
on effective dimension. For topological roughness, we solved the damped
harmonic oscillator ODE, one-dimensional wave equation PDE, and frac-
tional order ODE, comparing Baseline, Topological Roughness (TR), and
Persistence-Sensitive Optimization (PSO) models to evaluate training loss
and solution smoothness, as detailed in the subsequent subsections.
Statistical Roughness:

In our experiments spanning 20 rounds on the MNIST dataset as shown in
Figure 1, WWFedAvg consistently surpasses other algorithms across LeNet-
5, CNN, and MLP architectures, securing top test accuracies, notably 0.8096
in round 20 for CNN, driven by its adaptive weight-based aggregation for
stable, rapid convergence. FedDyn and FedProx trail, with FedDyn display-
ing greater volatility (0.7497 for CNN in round 20) and FedProx showing
moderate fluctuations (0.7188 for CNN). Fed Avg maintains steady but lower
performance (0.7019 for CNN), while DP-FedAvg lags significantly (0.5840
for CNN) due to differential privacy constraints, underscoring WWFedAvg’s
dominance and DP-FedAvg’s privacy-performance trade-off across all models.

Figure 2 shows the temporal changes in (; (A(;) for each of the 20 clients
over 20 rounds. In Round 1, the values of A(; are high (e.g. 3.0 for many
clients), reflecting significant changes from the initial values (; = 4.0. Sub-
sequent rounds show varied A(;, with peaks in rounds 5-7 (e.g., 5.647 for
Client 10 in Round 6, 5.464 for Client 17 in Round 7), indicating instability
in some clients. The generally lower A(; in later rounds suggests stabiliza-
tion, aligned with improved test accuracy and consistent selection of healthy
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Figure 1: Comparison of test accuracies versus communication rounds for FedAvg, Fed-
Prox, WWFedAvg, DP-FedAvg, and FedDyn on the MNIST dataset for CNN, LeNet5,
and MLP models.
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Figure 2: Plot of A(; for each client over communication rounds, showing temporal changes
in the model health index (¢;) for each client.

clients.

Geometric Roughness: This subsection details the results of training
a convolutional neural network on the MNIST dataset over 20 epochs, em-
ploying an adaptive optimizer selection strategy guided by the Roughness
Index (Z) with a threshold of 0.03. The training begins with momentum
SGD, transitions to Adam (Adaptive Moment) when Z > 0.03, indicating a
rougher loss landscape, and reverts to SGD when Z < 0.03. This threshold
0.03, stricter than the 0.1 used in Wu et al. (2023), increases sensitivity to
subtle landscape roughness.

Figure 3 illustrates the training dynamics of adaptive optimizer selection
across MNIST, CIFAR-10, and CIFAR-100 datasets over 20 epochs, using
CNN, MLP, and LeNet5 models, respectively, with optimizer switches trig-
gered by a roughness index threshold of Z = 0.01. For MNIST, the training
loss decreases from 0.4412 to 0.1159, with test accuracy rising from 10.12%
to 97.23%, and optimizer switches from SGD to Adam at epoch 4 and back
to SGD at epoch 16, driven by roughness index fluctuations between 0.0250
and 0.0380. CIFAR-10 shows training loss dropping from 0.4559 to 0.1429
and test accuracy increasing from 9.99% to 70.04%, with switches from SGD
to Adam at epoch 9 and back to SGD at epoch 13, as the roughness index
varies from 0.000015 to 0.066526. For CIFAR-100, training loss fluctuates
between 0 and 0.821263, with test accuracy peaking at 38.67% at epoch 16,
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Training Loss, Roughness Index, and Test Accuracy vs. Epoch for MNIST dataset Training Loss, Roughness Index, and Test Accuracy vs. Epoch for CIFAR-10 dataset
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Figure 3: Training dynamics of adaptive optimizer selection (SGD to Adam, threshold
Z =0.01) across MNIST (left, CNN model), CIFAR-10 (right, MLP model), and CIFAR-
100 (bottom, LeNet5 model) datasets, showing Training Loss and Roughness Index (left
y-axis) and Test Accuracy (right y-axis) over 20 epochs.

and multiple optimizer switches (at epochs 1, 5, 13, and 17) as the rough-
ness index ranges from 0.000006 to 0.176247. These results highlight the
effectiveness of adaptive optimization in balancing training stability and ac-
curacy, though CIFAR-100’s complex loss landscape leads to more frequent
switches and moderate accuracy gains compared to MNIST and CIFAR-10.

Manifold Roughness: Figures 4 and 5 illustrate the relationship be-
tween test accuracy and effective dimension (d.) as a function of noise vari-
ance (0?) for models trained on MNIST (MLP), CIFAR-10 (CNN), and
CIFAR-100 (CNN). For MNIST, test accuracy slightly decreases from 0.9668
at 02 = 0.0 to 0.9666 at 02 = 0.01, peaks at 0.9683 at o2 = 0.05, dips to
0.9669 at 02 = 0.1, and rises to 0.9692 at 0% = 0.5, while the effective dimen-
sion remains at 0.09 for o2 = 0.0 and 0.01, increases to 0.13 at o2 = 0.05,
and drops to 0.08 at ¢ = 0.1 and 0.5, suggesting optimal regularization at
intermediate noise. For CIFAR-10, test accuracy modestly increases from
0.5097 to 0.5182 at 02 = 0.5, with a minor peak at 0.5122 at 0 = 0.01, while
the effective dimension decreases from 1.70 to 1.26, with a slight rise from
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Figure 4: Test Accuracy vs. Noise Variance (02) for models trained on MNIST (left, MLP
model), CIFAR-10 (center, CNN model), and CIFAR-100 (right, CNN model), showing

the variation of test accuracy.

1.30 to 1.39 at o = 0.1, indicating noise reduces model complexity while
slightly enhancing generalization. For CIFAR-100, test accuracy peaks at
0.2616 at 0% = 0.1 before declining to 0.2526 at o = 0.5, while the effective
dimension peaks at 3.92 at 02 = 0.05, dips to 3.40 at 02 = 0.1, and rises to
4.08 at 0% = 0.5, suggesting a trade-off where the dip in effective dimension-
ality at 0* = 0.1 aligns with better generalization. These trends highlight
that noise injection impacts model complexity and performance differently
across datasets, with intermediate noise levels often optimizing test accuracy
by balancing regularization and model capacity.

6. Topological Roughness

We conduct experiments on three problems—the damped harmonic oscil-
lator ODE, the one-dimensional wave equation PDE, and a fractional order
ODE with Griinwald-Letnikov differentiation to assess the framework’s versa-
tility. Three models are compared: a baseline model without regularization,
a topological roughness (TR) model, and a persistence-sensitive optimization
(PSO) model.
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Figure 5: Effective Dimension (d.) vs. Noise Variance (¢2) for models trained on MNIST
(left, MLP model), CIFAR-10 (center, CNN model), and CIFAR-100 (right, CNN model),

showing the variation of effective dimension.

6.1. Damped Harmonic Oscillator

This subsection evaluates our framework on the damped harmonic os-
cillator ODE, detailing the problem formulation, experimental setup, and
training loss results for the Baseline, TR, and PSO models. The results,
shown in Figure 4 in Appendix, highlight the impact of topological regu-
larization on solution accuracy and smoothness. We consider the damped
harmomc oscillator ODE %% + v% + kz = 0, where z(t) is the solution,

= 0.005 is the damping coefﬁc1ent k=20is the spring constant, and the
time domain is ¢t € [0,15]. The neural network output fy(t) approximates
x(t). The physics-based loss is:

2 . 2
Lopr = + Z (d LZQ ’Vdf;itl) + k:fe(tz‘)) ) (12)

where t; are N = 1000 time points sampled uniformly from [0, 15]. We use a
feedforward neural network with two hidden layers of 64 neurons each, em-
ploying hyperbolic tangent (Tanh) activation functions, with one input ()
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and one output (fy(t)). The models are trained using the Adam optimizer
with a learning rate of n = 0.001 for 30 epochs. The training data con-
sists of N = 1000 points, with a validation set of M = 200 points (1/5 of
the training set) to compute the validation loss for adaptive e in PSO. For
topological regularization, persistence diagrams are computed for the point
cloud {(¢;, fo(t;))} C R?, normalized to [0, 15]%, using a Rips complex with a
maximum edge length of 1.0. The persistence threshold is ¢ = 0.5, and the
weighting factor is @ = 0.001. For PSO, € is adaptive, set as min(0.5, Lya1),
and activated when the validation loss increases by more than t = 0.01. The
results are reported in Figure 4 in Appendix file.

7. A Call for Fractal Calculus and Fractional Calculus

Statistical roughness, as defined in Section 1, is characterized by heavy-
tailed weight distributions in neural networks, where the empirical spec-
tral density (ESD) of weight matrix eigenvalues follows a power-law model
p(A) ~ A% X > A\, with ¢; as the heavy-tailed exponent, and the op-
timal range 2 < (; < 6 balancing expressivity and stability, as leveraged in
the WeightWatcher Federated Averaging Framework (WWFedAvg) for fed-
erated learning (Section 1.1.3). This power-law behavior, indicative of scale-
invariant and non-smooth structures, aligns directly with fractal calculus,
which quantifies self-similar systems, and fractional calculus, which models
non-local power-law dynamics via non-integer order derivatives. This sec-
tion explores how fractal and fractional calculus can enhance the analysis
and mitigation of statistical roughness by focusing on its power-law nature,
offering advanced tools for model diagnostics, regularization, and optimiza-
tion in machine learning applications such as federated learning and image
classification.

7.1. Connection to Power-Law in Statistical Roughness

The power-law behavior of the ESD, as given by Equation (1), is cen-
tral to statistical roughness, where (; < 2 indicates heavy tails that increase
model complexity and sensitivity to perturbations, risking overfitting, while
(; > 6 suggests near-Gaussian distributions that may lead to underfitting.
The optimal range 2 < (; < 6, computed via WeightWatcher’s spectral anal-
ysis (Martin and Mahoney, 2021), ensures robust generalization, as demon-
strated in WWFedAvg’s client selection mechanism. The power-law form
p(\) ~ A% exhibits scale invariance, where the distribution’s structure re-
mains consistent across scales, and non-smoothness, where weight updates
display long-range dependencies. These properties make fractal and frac-
tional calculus ideal for analyzing and controlling statistical roughness, as
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they provide mathematical frameworks to quantify the complexity of power-
law distributions and model their dynamic evolution during training.

7.1.1. Fractal Calculus: Quantifying Power-Law Complexity
Fractal calculus analyzes systems with scale-invariant, self-similar struc-
tures, often quantified by the box-counting dimension:

dlmb0x<S) - 11_{% W7

(13)
where N(S) is the minimum number of e-balls required to cover the set .S,
representing the support of the weight distribution’s eigenvalues. The power-
law ESD p(\) ~ A=% directly reflects scale-invariant properties, particularly
when (; < 2, where heavy-tailed distributions exhibit fractal-like complexity.
This complexity manifests as irregular weight distributions that challenge
training stability and generalization. By applying the box-counting dimen-
sion to the eigenvalue distribution of a weight matrix W;, fractal calculus
quantifies the structural complexity of the power-law distribution. A lower
(; correlates with a higher fractal dimension, indicating greater irregularity
and potential instability, while the optimal range 2 < (; < 6 corresponds
to moderate fractal complexity, balancing expressivity and robustness. In
federated learning, fractal dimensions enhance WeightWatcher’s analysis by
providing a complementary metric to (;. For instance, clients with weight
distributions exhibiting high fractal dimensions (¢; < 2) can be identified as
unstable, refining the WWFedAvg selection probabilities:

14
exp(—c, - [¢; —4]), otherwise, (14)

{1, if2 < ¢ <6,
pi =

with ¢, = 0.5. By incorporating fractal dimensions, the server can penalize
clients with excessive power-law complexity, reducing the impact of noisy or
adversarial updates and improving convergence. Moreover, fractal dimen-
sions can guide model architecture selection by identifying configurations
with optimal (;, minimizing overfitting in tasks like image classification. For
example, a fractal-based metric could rank architectures based on their ESD’s
fractal dimension, ensuring models maintain scale-invariant properties within
the desired (; range.

7.1.2. Fractional Calculus: Modeling Power-Law Dynamics
Fractional calculus generalizes differentiation and integration to non-integer
orders, making it well-suited for modeling systems with power-law dynamics.
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The Caputo fractional derivative of order o € (0, 1):

Df(t) = = ) / (t — 1) f'(r) dr, (15)

I'l—«

where I' is the Gamma function, captures non-local, memory-dependent
behaviors inherent in power-law distributions. The ESD’s power-law form
p(\) ~ A=% implies that weight updates during training exhibit non-smooth
dynamics with long-range dependencies, particularly for low (;. Fractional
calculus models these dynamics by treating weight updates as a fractional-
order process, where the evolution of weights depends on their historical
behavior across iterations. This is critical in federated learning, where client

weight updates show temporal variability, as captured by AQ@ = |§Z.(t) —

Ci(tfl)\. A fractional-order regularization term can be introduced into the loss
function to smooth these dynamics Ligtal = Laata + AD||W;||?, where ) is
a hyperparameter, enhancing traditional weight decay (Section 1.1.3) by ad-
dressing the power-law’s non-local effects. This approach maintains ¢; in
the optimal range 2 < (; < 6, reducing oscillations in weight updates. In

WWFedAvg, fractional calculus can model AQ@ as a fractional-order pro-

cess, refining the scaling factor Kemp = HA;C.(”’ to prioritize clients with

stable power-law dynamics. Additionally, 2SED Fractional-Order Stochas-
tic Gradient Descent (2SEDFOSGD) (Partohaghighi et al., 2025) a modified
version of Fractional-Order Stochastic Gradient Descent powered by mani-
fold roughness, stabilizes training by smoothing updates in the presence of
heavy-tailed power-law distributions, enhancing convergence in tasks with
high statistical roughness.

7.2. Proposed Applications

Fractal and fractional calculus offer transformative tools to address the
power-law behavior of statistical roughness: Fractal-Based Power-Law
Metrics: Compute the box-counting dimension of the ESD to quantify
the scale-invariant complexity of power-law distributions, refining Weight-
Watcher’s (; analysis. This can guide architecture selection by identifying
models with optimal fractal complexity, reducing overfitting in tasks like im-
age classification. Fractional Power-Law Regularization: Incorporate
fractional-order regularization, as in Equation (6), to smooth the non-local
dynamics of power-law weight distributions, maintaining ¢; € (2,6). This
enhances robustness in WWFedAvg by stabilizing client updates. Frac-
tional Dynamics Modeling: Use fractional derivatives to model the tem-
poral evolution of (; in federated learning, predicting client stability and
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refining selection probabilities (Equation (3)) to optimize convergence and
privacy. Hybrid Power-Law Framework: Develop a hybrid loss func-
tion combining fractal dimensions and fractional derivatives, e.g., Liota =
Lata + A1 dimpey (W) + Ao D||W;||?, to jointly optimize for power-law com-
plexity and smoothness, enhancing generalization across applications.

7.3. Future Directions

Focusing on the power-law nature of statistical roughness, future research
could be explored as follows: Automated Power-Law Optimization: Use
fractal dimensions to automate model selection, optimizing (; for specific
tasks by targeting balanced power-law complexity. Fractional Power-Law
Optimization: Develop fractional-order optimization algorithms, such as
Equation (8), for federated learning, enhancing convergence by modeling
non-smooth power-law dynamics. Unified Power-Law Metric: Create
a unified metric combining fractal dimensions and fractional derivatives to
quantify the power-law behavior of statistical roughness, integrating with
WeightWatcher for real-time diagnostics. Scalable Power-Law Analy-
sis: Investigate computational approximations for fractal dimensions and
fractional derivatives, drawing on techniques like Kronecker-factored approx-
imate curvature (K-FAC) in Section 3, to ensure scalability in large-scale neu-
ral networks. Empirical Power-Law Validation: Conduct experiments to
validate fractal and fractional approaches in federated learning, comparing
their impact on (; stability and model performance against traditional meth-
ods like weight decay.

Fractal and fractional calculus provide a powerful framework for advanc-
ing the analysis and mitigation of statistical roughness by focusing on its
power-law behavior, p(A\) ~ A~%. Fractal dimensions quantify the scale-
invariant complexity of heavy-tailed distributions, while fractional deriva-
tives model their non-smooth dynamics, enhancing tools like WeightWatcher
and improving regularization and optimization in applications like federated
learning. This call for integration encourages researchers to leverage these
mathematical paradigms to develop robust, efficient, and generalizable ma-
chine learning systems, bridging the power-law properties of statistical rough-
ness with practical outcomes.

8. Conclusions

This paper introduced the Roughness-Informed Machine Learning frame-
work that categorizes neural network roughness into statistical, geometric,
manifold, and topological types to improve training, optimization, and gener-
alization. Statistical roughness, analyzed via WeightWatcher, reveals weight
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distribution patterns. Geometric roughness, measured by the Roughness In-
dex, guides adaptive optimization in oscillatory loss landscapes. Manifold
roughness, captured by the Two-Scale Effective Dimension using Fisher In-
formation Matrix, enhances generalization via noise injection. Topological
roughness, derived from persistence diagrams, ensures smoother solutions for
ODEs. Experiments on MNIST, CIFAR-10, CIFAR-100, a damped harmonic
oscillator, Fractional Order ODE, and wave equation validate the framework.
Statistical roughness stabilizes federated learning, geometric roughness im-
proves training dynamics, manifold roughness optimizes test accuracy, and
topological roughness yields accurate solutions for differential equations.
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Appendix
Appendix A. Statistical Roughness

This appendix provides detailed results from the Statistical Roughness ex-
periments, including test accuracy comparisons and client selection dynamics
for federated learning algorithms on the CIFAR-10 and CIFAR-100 datasets,
as well as combined client selection dynamics across MNIST, CIFAR-10, and
CIFAR-100 datasets.

Appendixz A.1. CIFAR-10 Dataset
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Figure A.6: Comparison of test accuracies versus communication rounds for FedAvg, Fed-
Prox, WWFedAvg, DP-FedAvg, and FedDyn on the CIFAR-10 dataset for CNN, LeNet5,
and MLP models.

As reported in Figure A.6 across 30 rounds of federated learning on the
CIFAR-10 dataset, WWFedAvg consistently outperforms other algorithms
across Convolutional Neural Networks (CNNs), LeNet-5, and Multi-Layer
Perceptron (MLP) architectures, achieving the highest mean test accuracies
of 0.2793, 0.1983, and 0.3083, respectively, due to its adaptive weight-based
aggregation that effectively handles non-IID data. FedDyn and FedProx
show competitive but less consistent performance, with FedDyn leveraging
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dynamic regularization (averages of 0.2065, 0.1438, and 0.2526) and Fed-
Prox using proximal regularization (averages of 0.1918, 0.1576, and 0.2670),
though both experience fluctuations. FedAvg delivers stable but lower per-
formance (averages of 0.1976, 0.1524, and 0.2520) due to its simplistic av-
eraging, struggling with heterogeneity. DP-FedAvg, constrained by differ-
ential privacy, consistently yields the lowest accuracies (0.1819, 0.1252, and
0.2433), as privacy measures hinder optimization across all architectures.
Thus, WWFedAvg’s adaptive strategy makes it the most effective, while DP-
FedAvg sacrifices accuracy for privacy.

Appendixz A.2. CIFAR-100 Dataset
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Figure A.7: Comparison of test accuracies versus communication rounds for FedAvg, Fed-
Prox, WWFedAvg, DP-FedAvg, and FedDyn on the CIFAR-100 dataset for CNN, LeNet5,
and MLP models.

In the CIFAR-100 dataset experiments using CNN and LeNet5 archi-
tectures, WWFedAvg consistently outperforms others, achieving the highest
accuracy of 0.0906 by round 49, with a steady increase from 0.0148 in round
1, indicating strong adaptability to the dataset’s complexity. FedAvg follows,
reaching 0.0519 by round 50, showing steady but slower improvement com-
pared to WWFedAvg. FedProx maintains moderate performance, peaking at
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0.0448, balancing stability and convergence but falling short of WWFedAvg’s
gains. FedDyn starts with the lowest accuracy (0.0069 in round 1) but shows
consistent growth, reaching 0.0434 by round 50, suggesting robustness in dy-
namic settings. DP-FedAvg, constrained by differential privacy, exhibits the
lowest performance, peaking at 0.0302, reflecting the trade-off between pri-
vacy and accuracy. Overall, WWFedAvg demonstrates superior performance,
while FedDyn and Fed Avg offer competitive alternatives, and DP-FedAvg pri-
oritizes privacy at the cost of accuracy. Using MLP model, WWFedAvg leads
with exceptional performance, starting at 0.0608 in round 1 and soaring to a
peak of 0.2104 by round 49, showcasing its robust optimization for the MLP
model. FedProx edges out FedAvg, concluding at 0.1758 compared to 0.1703
in round 50, both demonstrating reliable but less pronounced progress. Fed-
Dyn, despite a modest initial accuracy of 0.0133, climbs steadily to 0.1663,
reflecting its strength in adapting to evolving conditions. In contrast, DP-
FedAvg, limited by its privacy constraints, reaches only 0.1082 at its peak in
round 48, underscoring the cost of prioritizing data protection. In summary,
WWFedAvg stands out for its high accuracy, FedProx and FedAvg provide
solid alternatives, and DP-FedAvg sacrifices performance for privacy. Also,
applying WWFedAvg consistently outperforms others, achieving the highest
accuracy of 0.2266 by round 49, with a steady increase from 0.0102 in round
1, indicating robust adaptation to heterogeneous data. FedAvg and FedProx
show comparable performance, reaching 0.1337 and 0.1386, respectively, by
round 50, with FedProx slightly edging out FedAvg due to its regularization
addressing client drift. FedDyn, while starting similarly to others at around
0.0123, improves more slowly, peaking at 0.1037, suggesting its dynamic reg-
ularization may be less effective for this dataset. DP-FedAvg, constrained
by differential privacy, exhibits the lowest performance, peaking at 0.0422 in
round 47, highlighting the trade-off between privacy and accuracy.

Appendiz A.3. Client Selection Dynamics

Figure A.8 illustrates the client selection dynamics of the WWFedAvg al-
gorithm across three datasets: MNIST, CIFAR-10, and CIFAR-100, over 20,
30, and 50 communication rounds, respectively. For MNIST, early rounds
show high numbers of flagged clients due to model instability under non-I1D
data, with healthy clients increasing over time. CIFAR-10 follows a similar
trend, with flagged clients decreasing and healthy clients often reaching the
full 10 by later rounds, indicating robust client selection. In contrast, CIFAR-
100 starts with all healthy clients but shows no healthy or flagged clients
after round 12, suggesting potential convergence issues or flaws in the sta-
bility metric computation, warranting further analysis. Across all datasets,
the total number of selected clients remains fixed at 10, highlighting WWFe-
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Figure A.8: Client selection dynamics of WWFedAvg across MNIST (left), CIFAR-10
(center), and CIFAR-100 (right) datasets, illustrating the number of healthy clients (2 <
(i < 6), flagged clients (A¢; > 1.0), and total selected clients (fixed at 10) per round.

dAvg’s ability to prioritize stable clients for improved federated learning per-
formance, though CIFAR-100’s behavior indicates dataset-specific challenges.

Appendix B. Topological Roughness

This section provides detailed experimental results for the topological
roughness framework, evaluating the Baseline, Topological Roughness (TR),
and Persistence-Sensitive Optimization (PSO) models on the one-dimensional
wave equation PDE and fractional order ODE with Griinwald-Letnikov dif-
ferentiation. The training loss curves for all differential equation experiments,
including the damped harmonic oscillator ODE, are also included.

Appendiz B.1. Wave Equation

This subsection evaluates our framework on the one-dimensional wave
equation PDE, detailing the problem formulation, experimental setup, and
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training loss curves for the Baseline, TR, and PSO models. The results,
shown in Figure Appendix B.3, highlight the impact of topological regulariza-
tion on convergence and solution accuracy. We consider the one-dimensional
wave equation ‘3273 = CQ%, where u(x,t) is the wave displacement, ¢ = 1.0
is the wave speed, = € [0,1] is the spatial domain, and ¢t € [0, 1] is the time
domain. The boundary conditions are ugo t) = u(l,t) = 0, and the ini-
tial conditions are u(z,0) = sin(wr) and G (x,0) = 0. The neural network

output wug(z,t) approximates u(x,t). The physics-based loss is:

0%*u 0%*u 2
LPDE - _Z < at; ZEZ, 7 _028T;(xivti)) 9 (B1>

where (z;,t;) are N = 1000 points sampled uniformly from [0, 1] x [0,1]. A
boundary and initial condition loss, Lpc/ic, enforces the specified conditions.
The neural network has two hidden layers of 64 neurons each with Tanh ac-
tivation, taking two inputs (z,¢) and producing one output (ug(z,t)). Train-
ing uses the Adam optimizer for 50 epochs, with learning rates n = 0.001.
The training dataset includes N = 1000 points, with a validation set of
M = 200 points. Persistence diagrams are computed for the point cloud
{(ws, t;,up(ws, t;))} C R3, normalized to [0, 1]3, using a Rips complex with a
maximum edge length of 0.2. The persistence threshold is € = 0.1, and the
weighting factor is o = 0.01. For PSO, € is adaptive, set as min(0.1, Lya),
and activated when the validation loss increases by more than ¢ = 0.001.

Appendiz B.2. Fractional Order ODE

This subsection assesses the framework’s versatility on a fractional order
ODE with Griinwald-Letnikov differentiation, which models systems with
memory effects. It details the problem formulation, experimental setup, and
training loss curves for the Baseline, TR, and PSO models. We consider the
fractional order ODE D%x(t) + Az(t) = 0, where z(t) is the solution, D® is
the Griinwald-Letnikov fractional derivative of order o = 0.8, A = 1.0 is the
decay constant, and the time domain is ¢ € [0,1]. The initial condition is
x(0) = 1.0. The Griinwald-Letnikov derivative is approximated as:

Ll
D%x(t) ~ e Z(—l)j (j)x(t — jh), (B.2)
7=0
where h = 1/N, N = 1000, and (‘;) = % The neural net-

work output fp(t) approximates x(t). The physics-based loss is Lopg =
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~ Zf\il (D*fo(t:) + Afa(t:))?, with an initial condition loss Ly enforcing
fo(0) = 1.0. The neural network has two hidden layers of 64 neurons each
with Tanh activation, taking one input (¢) and producing one output (f(t)).
Training uses the Adam optimizer for 50 epochs, with learning rates n = 0.01
for Baseline, n = 0.01 for TR, and n = 0.001 for PSO. The training dataset in-
cludes N = 1000 points, with a validation set of M = 200 points. Persistence
diagrams are computed for the point cloud {(¢;, fo(t;))} C R?, normalized to
[0,1]2, using a Rips complex with a maximum edge length of 0.5. The per-
sistence threshold is € = 0.5, and the weighting factor is a = 0.01. For PSO,
e is adaptive, set as min(0.5, Ly,), and activated when the validation loss
increases by more than ¢t = 0.001.

Appendiz B.3. Training Loss Curves
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Figure B.9: Training loss curves for Baseline (blue), Topological Roughness (TR, red),
and Persistence-Sensitive Optimization (PSO, green) models over 30 epochs (left, Damped
Harmonic Oscillator ODE) and 50 epochs (right, Wave Equation PDE; bottom, Fractional
Order ODE), showing the mean-squared loss (Lopg or Lppg). Lower values indicate better
adherence to the respective equations.
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Figure B.9 illustrates the training loss curves for the Baseline, Topologi-
cal Roughness (TR), and Persistence-Sensitive Optimization (PSO) models
across three differential equation problems: the Damped Harmonic Oscillator
ODE, the one-dimensional Wave Equation PDE, and a Fractional Order ODE
with Griinwald-Letnikov differentiation. For the Damped Harmonic Oscil-
lator ODE, over 30 epochs, the PSO model achieves the lowest losses (e.g.,
0.000212 at epoch 13, 0.000530 at epoch 28), followed by the TR model (e.g.,
0.001392 at epoch 25), while the Baseline model exhibits higher and more
variable losses (e.g., 0.256704 at epoch 0). For the Wave Equation PDE, over
50 epochs, PSO consistently yields the lowest losses (e.g., 0.000004 at epoch
49), with TR outperforming the Baseline (e.g., 0.000025 vs. 0.000022 at
epoch 49), though the Baseline shows unstable convergence (e.g., 0.000957
at epoch 0). For the Fractional Order ODE, over 50 epochs, PSO again
achieves lower losses in later epochs (e.g., 0.000092 at epoch 48), while TR
improves over the Baseline (e.g., 0.165575 vs. 0.046341 at epoch 49), which
suffers from high variability (e.g., 115.517685 at epoch 1). These results
demonstrate that PSO’s adaptive persistence threshold and global gradients
enhance convergence and solution smoothness across all problems, with TR
providing moderate improvements over the Baseline, particularly in stabiliz-
ing training against numerical artifacts and complex loss landscapes.
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